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Executive summary
The question
For a trained graph neural network, how should we estimate the largest depth-wise growth
of a hidden-state perturbation, and what accuracy is actually attainable with forward-only
random probes? This report studies a finite-depth quantity on controlled synthetic graphs,
validates competing estimators against exact small-system references, and measures wall-
clock cost.

The quantity is finite-depth and unprojected
For a fixed graph 𝐺, input 𝑥, trained parameters Φ, and hidden-state trajectory ℎ0 ↦ ℎ𝐾,
define

𝐵𝐾 = 𝐷ℎ0
(𝐹𝐾−1,𝐺 ∘ ⋯ ∘ 𝐹0,𝐺)(ℎ0) = 𝐽𝐾−1 ⋯ 𝐽0, 𝜆top

𝐾 = 1
𝐾 log𝜎1(𝐵𝐾).

The derivative includes the complete implemented layer: activation, normalization, resid-
ual paths, and state-dependent geometry. It excludes encoder and readout derivatives.
No mean-centering or between-layer projection is inserted. Pierre’s projected cocycle is a
separate observable, not an estimator of 𝐵𝐾.
This is a finite-depth sensitivity rate. It is not automatically an asymptotic Lyapunov ex-
ponent, an end-to-end prediction sensitivity, an oversquashing diagnostic, or a task-utility
score.

The main conclusions
1. Random full-space probes are valid lower bounds but poor point estimators

in this pilot. The maximum over 𝑀 independent JVP probes is monotone in 𝑀
and converges almost surely for a fixed finite product, but it remained far from the
exact rate after 𝑀 = 220 on the recent same-cell study: gaps were 0.26–0.35 for
GCN/ChebNet and 0.085–0.097 for the sheaf baseline. The earlier broad calibration
already found zero target coverage at 𝑀 = 1024 for every reported model/family
cell.

2. If VJPs are available, short operator-refined probes are the practical solution.
Power iteration on𝐵∗

𝐾𝐵𝐾 is an adjoint-enabled refinement of a probe, not a new finite-
depth target. On the nine recent operators, eight of nine reached gap ≤ 10−4 by step
4; six of nine reached ≤ 10−12 by step 8. Early stopping and Lanczos reduced matrix-
free wall-clock by 5–15× relative to fixed three-start, 160-step power.
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3. Under a strict JVP-only restriction, graph-smoothed probes were the best
tested variant. Drawing full-space probes from 𝑞 ∝ (𝐼 + 𝑐𝐿)−1𝑧 improved the gap
at 𝑀 = 220 by about 1.8–2.1× relative to iid probes at similar wall-clock. A small-𝑀
follow-up found that even ten smoothed probes gave pooled-best gaps of 0.17 (GCN),
0.21 (ChebNet), and 0.08 (sheaf); at 𝑀 = 210 these were about 0.09, 0.09, and 0.04.
These are useful screening bounds, not tight estimates.

4. The forward-only limitation is still a large gap. The smoothed-probe curves re-
tained the descriptive 𝐴 − 𝐵 log2 log2 𝑀 shape; extrapolations for a 0.01 gap were
2233

–2258
probes and are explicitly treated as out-of-range fits, not universal theorems.

Forward-only 𝐵-power was also tested and stalled at eigenvalue/spectral-radius be-
havior on these nonnormal products rather than converging to 𝜎1(𝐵𝐾).

5. Exact rates distinguish the trained baselines, but do not diagnose over-
squashing alone. Across 900 graph/signal draws per checkpoint, the mean exact
top rates were GCN 0.804, ChebNet 1.024, Stable-ChebNet 0.281, sheaf 0.514, and
heat diffusion approximately 0. Positive global amplification can coexist with contrac-
tion of most singular modes or with poor source-to-target communication.

6. Stable-ChebNet is substantially less expansive in this controlled task, while
retaining a smooth full-rank spectrum. Its one-checkpoint histogram mean was
0.281, with family means 0.224/0.368/0.250 for homophilic/heterophilic/barbell draws;
its complete-product spectra had no zero singular values in 58 graph–signal examples
and a training median finite rate of -0.764. These are checkpoint- and hyperparameter-
specific observations, not a claim that the paper’s architecture universally dominates.

7. Pierre’s projection answers a different question. The literal node-mean pro-
jected rate was lower than the full-space rate for every original architecture (GCN
0.344 vs 0.674, sheaf 0.427 vs 0.523, ChebNet 0.844 vs 1.112, matched-cell means),
but it is the rate of a projected cocycle and must remain labeled separately.

8. The expected empirical singular-value measure exposes the whole finite-
depth spectrum. Reverse-mode full-product SVDs on 290 graph–signal pairs (in-
cluding every architecture’s 16 training examples and held-out validation/test distribu-
tions) show that the top-rate ordering persists, while the bulk is strongly contracting:
training top-rate means are 0.777 (GCN), 0.987 (ChebNet), 0.136 (Stable-ChebNet),
0.505 (sheaf), and approximately 0 (heat), but the median finite log-rate over nonzero
singular values is -11.98, -0.59, -0.76, -0.35, and -0.33 respectively. The report now
shows both the expected CDF and its continuous PDF component, with zero-singular-
value atoms annotated separately. The finite positive mass is about 2–3% for GCN,
26–33% for ChebNet, 3–15% for Stable-ChebNet, 19–23% for sheaf, and 0% for heat;
the remainder is mostly finite contraction, with small zero-singular-value atoms where
present. This is a descriptive fixed-depth spectral measure, not a spectrum of an ex-
pected Jacobian or an asymptotic Lyapunov distribution.

9. Conditioning on a fixed graph changes the question but not the estimator.
The fixed-graph experiment holds one contextual-SBM topology and its class assign-
ment fixed while resampling 1,024 feature-noise signals; all twelve rank groups remain
visible and retain the 1/(𝑁𝐶) normalization.

10. The protocol transfers to a real-world molecular graph distribution. On MU-
TAG, 188 graphs with 10–28 nodes, all four trained architectures reached validation
accuracy 0.786–0.821 and the same complete-product spectral PDFs, sign masses,
random-init controls and fixed-graph grouped curves were produced with per-graph
normalization.

11. The same expected-measure construction is not GNN-specific. A no-pooling
MNIST CNN reached 0.9205 validation accuracy and a four-hidden-layer 300-unit
HIGGS MLP reached 0.7159 on a bounded 100,000-row UCI subset; both have
separate random/final 2x2 linear/symmetric-log spectral panels with at least 99%
finite-rate window coverage and independent reverse/JVP checks.
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12. Continuation improves the reported classification checkpoints, but not uni-
formly. Resuming the MUTAG models and selecting the best validation state yields
validation/test accuracies GCN 0.821/0.714, ChebNet 0.857/0.750, Stable-ChebNet
0.821/0.821 and sheaf 0.821/0.714. MNIST improves to 0.9410 validation accuracy;
HIGGS improves only to 0.7185. The new continuation spectra are therefore better-
labeled checkpoint diagnostics, not evidence that every task is fully converged.

The strongest practical recommendation is therefore conditional: use dense SVD for tiny
calibration systems; use residual-checked𝐵∗

𝐾𝐵𝐾 power or Lanczos when adjoints are avail-
able; and use graph-smoothed full-space multiprobe only as an explicitly labeled JVP-only
lower bound. No universal probe count is supported.

Authoring and execution context
This revision was prepared in the pi coding-agent harness, session ID 01a0ceaa-cf63-
77a8-8431-38ac76a7a7b5. Jacobian calculations, tests, plotting, and PDF builds were ex-
ecuted on Slurm compute nodes; file inspection and version-control operations were per-
formed on the login node. The final source commit, lockfile hash, job IDs, manifests, and
raw-result paths are recorded in RESEARCH_LOG.md.

1. Estimand and estimator families
1.1 The hidden-state product
Let ℎ0 = 𝑒𝐺(𝑥) be the encoder output and let

ℎℓ+1 = 𝐹ℓ,𝐺(ℎℓ), ℓ = 0, … , 𝐾 − 1.
The product is

𝐵𝐾 = 𝐽𝐾−1 ⋯ 𝐽0, 𝐽ℓ = 𝐷ℎℓ
𝐹ℓ,𝐺(ℎℓ),

and the target is
𝜆top

𝐾 (𝐺, 𝑥; Φ) = 𝐾−1 log𝜎max(𝐵𝐾).
All norms are Euclidean/Frobenius norms after flattening the hidden tensor. Graph structure,
parameters, evaluation-mode stochastic state, and the forward trajectory are frozen. For
state-dependent sheaf layers, the derivative includes the path ℎ → 𝑅(ℎ) → 𝐿ℱ(ℎ)ℎ;
detaching the geometry changes the model being measured.
The target does not include encoder/readout derivatives. If end-to-end input-output sensi-
tivity is desired, it must be reported separately as a derivative of the complete prediction
map. A finite feed-forward network also does not define an asymptotic Lyapunov exponent
merely by being written as a sequence of layers; an asymptotic claim needs an extendable
cocycle and a specified limiting regime.

1.2 What each estimator returns

Method Output Strength Limitation and use

Dense Jacobian plus
SVD

Exact 𝜆top
𝐾 Trusted tiny-system

reference and full
spectrum

𝐷2 storage and roughly
𝐷 directional
derivatives; not
scalable

Full-space multiprobe
JVP

max𝑚≤𝑀 𝐾−1 log ‖𝐵𝐾𝑞𝑚‖ JVP-only, parallel,
monotone lower bound

No finite universal error
certificate; can be very
loose
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Method Output Strength Limitation and use

Power on 𝐵∗
𝐾𝐵𝐾 Approximation to 𝜆top

𝐾 Few operator products;
residual directly
checkable

Requires VJPs and a
correct adjoint through
every layer

Matrix-free Lanczos on
𝐵∗

𝐾𝐵𝐾
Ritz approximation to
the same top singular
value

Often fewer iterations;
residual available

Requires VJPs and
reorthogonalization

Graph-smoothed
multiprobe

JVP-only lower bound
with graph-informed
probe distribution

Best forward-only
variant tested here

Distribution is a
heuristic; c-scan is
limited to this pilot

Forward-only 𝐵-power Growth after repeatedly
applying 𝐵𝐾

Cheap JVP-only
refinement attempt

Targets eigenvalue
behavior for nonnormal
products, not generally
𝜎1(𝐵𝐾)

1.3 The two important distinctions
First, a finite-𝑀 multiprobe estimate is a lower bound:

𝜆̂𝐾,𝑀 = max
𝑚≤𝑀

1
𝐾 log ‖𝐵𝐾𝑞𝑚‖ ≤ 𝜆top

𝐾 .

For a nested iid stream it is nondecreasing in 𝑀 and converges almost surely for each fixed
finite product. It is not unbiased and does not certify a small gap at finite 𝑀 .
Second, a power step is not a forward-only probe step. Applying 𝐵∗

𝐾𝐵𝐾 requires a forward
JVP sweep and a reverse VJP sweep. That extra adjoint is exactly what lets the algorithm
seek the dominant right-singular direction rather than merely wait for a random probe to
land near it.

2. Study design and evidence tiers
2.1 Architectures
The controlled baselines are intentionally small diagnostic models:

• GCN: depth 3, ℎℓ+1 = ReLU(𝐴ℎℓ𝑊ℓ), with self-looped symmetric normalized adja-
cency.

• ChebNet: depth 3, order-3 Chebyshev filtering of the self-loop-free symmetric nor-
malized Laplacian, with the configured degree-3 polynomial contrast.

• Feature-conditioned diagonal-sheaf baseline: depth 10, endpoint-dependent di-
agonal restriction maps, assembled sheaf-Laplacian action, residual update and ReLU.
It is inspired by Neural Sheaf Diffusion but is not claimed to reproduce every detail of
that paper; its implemented normalization is one-sided row normalization.

• Stable-ChebNet (Hariri et al.): depth 6, order-4 Chebyshev recurrence, 𝜖 = 0.7,
𝛾 = 0.01, antisymmetric channel weights with fixed dissipation, forward-Euler resid-
ual update, and tanh activation. This is a paper-inspired model-zoo implementation of
arXiv:2506.07624v2, not a reproduction of the paper’s full long-range benchmark.

All models use four-dimensional inputs and hidden width 12 in the retained checkpoints.
Exact equations and implementation choices are in notes/experiment-baselines.md.

2.2 Data and training
The supervised pilot uses deterministic synthetic node-classification data. Each node re-
ceives (2𝑦𝑖 − 1)𝑒1 + 𝜖𝑖 with 𝜖𝑖 ∼ 𝒩(0, 𝐼4). The three graph conditions are:

• a 12-node homophilic contextual SBM, 𝑝same = 0.75, 𝑝other = 0.10;
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• a 12-node heterophilic SBM with those probabilities swapped;
• a 15-node barbell with two six-node cliques and a three-edge bridge.

The split is 16 training graphs, 6 validation graphs, and 36 test graphs: 12 test graphs in
each condition. Training uses 120 Adam epochs, weight decay 10−4, validation selection
over widths {8, 12} and learning rates {0.003, 0.01}, and two model seeds. The held-out
homophilic accuracy means were GCN 0.865, ChebNet 0.861, and sheaf 0.878; heterophilic
accuracy was 0.312, 0.524, and 0.469 respectively. Stable-ChebNet used the paper-inspired
fixed settings above, hidden width 12 and learning rate 0.003; its two seed-11/29 test
accuracies were homophilic 0.896/0.910, heterophilic 0.514/0.493, and barbell 0.967/0.939,
with seed 11 selected for downstream histograms and spectra. These figures establish that
the checkpoints are trained task models, not a claim of broad architecture superiority.

Figure 1. The 36 held-out graph/signal examples. Gold frames mark the nine unique cali-
bration examples used for the main small-cell Jacobian study.
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2.3 Evidence tiers and sample counts
The report combines several experiments; they should not be pooled as if they had the
same scope.

Evidence tier Operators / draws What it establishes
Broad calibration 54 trained cells: 18 per

architecture, from two model
seeds, three families, and three
held-out trajectories per family

Initial probe,
dense-reference, and
power calibration

Recent probe sweep 9 operators: one seed-90000
example per family and one

checkpoint per architecture; two
independent streams per operator

𝑀 = 210 … 220
convergence and
same-cell method
comparisons

Recent forward-only
study

The same nine operators; iid and
graph-smoothed streams, plus

small-𝑀 follow-up

Wall-clock Pareto and
tested JVP-only
alternatives

Histograms 900 (𝐺, 𝑥) draws per one trained
checkpoint/model

Descriptive rate
distributions and leading
singular-mode
distributions

Pierre comparison 54 matched projected cells Separate
projected-cocycle
observable

The recent operator studies are deliberately narrower than the broad calibration. Their
value is controlled comparison, not architecture-wide generalization. Stable-ChebNet re-
ceived the same broad calibration, extended probe, timing, power-speedup, histogram,
expected-spectrum, forward-only Pareto, c-scan, and adaptive follow-up evaluations; the
Pierre comparison remains a separate projected-cocycle study of the original three base-
lines.

2.4 Validation and reproducibility
The implementation has tests for explicit-vs-JVP products, zero products, unit-probe enforce-
ment, a GCN constant-mode/no-projection check, power-vs-dense linear products, nonlin-
ear GCN/sheaf/Stable-ChebNet JVP products against independent reverse-mode dense au-
todiff, and Stable-ChebNet’s dissipative parameterization. The clean Stable-ChebNet vali-
dation at commit 0f78dd3 passed 26 tests; follow-up runner validation also passed on Slurm
22905. Float64 is used for calibration and comparison. The full lockfile hash, environment,
seeds, checkpoints, graph conditions, job IDs, raw paths and artifact checksums are in each
tracked manifest and RESEARCH_LOG.md.

3. What random probes actually achieve
3.1 The broad calibration: 𝑀 ≤ 1024 is not a point-estimation bud-
get
The initial nested-stream calibration used the full tangent space, no projection, independent
streams, and exact dense-SVD references on tiny cells. At 𝑀 = 1024, target coverage
at gap ≤ 0.01 was 0/72 for every reported model/family cell. Pooled median gaps were
approximately 0.395 for GCN and 0.109 for sheaf; the independent ChebNet replication
gave medians 0.347, 0.346, and 0.376 for homophilic, heterophilic, and barbell families.
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Figure 2. The initial 𝑀 ≤ 1024 calibration. The maximum is a valid lower bound, but it
is not close enough to the exact rate to be used as an unqualified point estimate in these
cells.

3.2 The extended sweep: one million probes still leaves a visible
gap
The extended run streamed iid full-space probes in chunks of 4096 to 𝑀 = 220 =
1,048,576. It completed all 18 streams without cutoff. One stream took roughly 9–11
seconds for GCN, 15–19 seconds for ChebNet, and 263–329 seconds for the depth-10 sheaf.
Median gaps decreased only modestly from 𝑀 = 210 to 220:

Model 𝑀 = 210 𝑀 = 216 𝑀 = 220 Relative reduction
GCN 0.390 0.355 0.318 ~18% per 1024×
ChebNet 0.380 0.344 0.308 ~19% per 1024×
Stable-ChebNet 0.198 0.169 0.160 ~19% per 1024×
Sheaf 0.117 0.105 0.090 ~23% per 1024×

Figure 3. The extended iid-probe sweep for the original three baselines. The monotone
lower bound improves, but the target gap is not approached at a feasible probe count.

The Stable-ChebNet replication reached 220 in all six streams. Its median gap decreased
from 0.198 at 210 to 0.160 at 220, with zero streams meeting the 0.01 target; the full curve
and timings are shown below.
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Figure 4. Stable-ChebNet iid-probe convergence on two independent streams per graph
family. It is less difficult than the GCN/ChebNet baselines in this pilot, but a million probes
still leaves a visible gap.
A fit of the form𝐴−𝐵 log2 log2 𝑀 describes themeasured range. Its extreme extrapolation
should be treated as descriptive only: depending on the operator and distribution, the fitted
𝑀 for a 0.01 gap lies around 2245

or larger. This is evidence of an impractical overlap-
concentration regime, not a universal theorem about all GNN Jacobians.

4. What adjoints change: operator-refined probes
4.1 Short 𝐵∗

𝐾𝐵𝐾 refinement
The same nine original operators and three Stable-ChebNet operators were used to compare
random probes with an operator-refined probe. Starting from a random unit vector, each
refinement applies

𝑣 ← 𝐵∗
𝐾𝐵𝐾𝑣

‖𝐵∗
𝐾𝐵𝐾𝑣‖.

The rate is then evaluated from 𝐾−1 log ‖𝐵𝐾𝑣‖. This is ordinary power iteration on the
symmetric positive semidefinite operator 𝐵∗

𝐾𝐵𝐾, expressed in the language of adaptive
probes.
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Figure 5. On identical operators, random probes improve slowly with 𝑀 , while adjoint-
enabled refinement reaches the reference in a handful of steps.

Across the nine original operators, 8/9 reached rate gap ≤ 10−4 by step 4; 6/9 reached ≤
10−12 by step 8. The slow outlier was a ChebNet/homophilic operator whose gap remained
about 1.6 × 10−4 at step 8. Stable-ChebNet reached 10−4 in 3–5 steps on its three cells
and 10−12 in two of three by step 8. Thus the safe statement is “most cells reached 10−4
in a few steps,” not that every cell did.

Model
Random gap at

220
Adaptive gap at

step 2
Adaptive gap at

step 3
Adaptive gap at

step 6

GCN 0.31–0.35 10−5–1.3 × 10−3 6 × 10−6–
3.1 × 10−5

about 10−12

ChebNet 0.26–0.34 1.3 × 10−2–
2.1 × 10−2

6 × 10−6–
7.4 × 10−3

1.7 × 10−3–
10−11

Sheaf 0.085–0.097 2.4 × 10−5–
1.8 × 10−4

5 × 10−8–10−6 about 10−14

Stable-
ChebNet

0.149–0.176 0.0021–0.0048 2.7 × 10−5–
9.1 × 10−4

5.2 × 10−11–
1.3 × 10−5

Each refinement costs one forward JVP sweep and one reverse VJP sweep. This is why the
convergence improvement is so large: the method actively aligns with the right-singular di-
rection rather than waiting for a random draw. On Stable-ChebNet, the adaptive replication
reached gap below 10−4 in 3 steps for two families and 5 for the homophilic cell; it reached
below 10−12 by step 8 in two of three families. Its random-probe fit still extrapolated to an
infeasible probe count for a 0.01 gap.

4.2 Matrix-free speedups and residual gates
For the same nine original operators plus three Stable-ChebNet operators, early-stopping
power and Lanczos were compared with fixed three-start, 160-step power. Median seconds
per unique operator, with three timed repeats, were:

Model Fixed power Early power Lanczos
Early

speedup
Lanczos
speedup

GCN 1.26 0.086 0.12 14.7× 10.4×
ChebNet 2.64 0.36 0.49 7.3× 5.4×
Sheaf 30.7 2.06 5.9 14.9× 5.2×
Stable-
ChebNet

9.20 0.612 2.79 15.0× 3.3×
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The benchmark has three unique operators per architecture and three timed repeats per
operator. All timed early-power and Lanczos calls passed their residual gate and matched
the exact small-system reference to numerical precision. At these tiny tangent dimensions,
dense SVD is still faster; the matrix-free result matters for the dimension regime where
dense storage is impossible.

A fine-grained stopping experiment also compared residual thresholds 10−7 and 10−2. With
checks every 10 sweeps, the thresholds often stopped at the same checkpoint. Checking
every sweep let the looser threshold stop earlier: median times were 0.045, 0.136, and
1.09 seconds for GCN, ChebNet, and sheaf, with maximum observed rate gaps 3.1 × 10−5,
2.5 × 10−4, and 2.4 × 10−5 in that timing sample. This is a calibrated speed/accuracy
option, not a universal residual-to-rate error theorem.

Figure 6. The fixed, early-stopped, loose-threshold, and Lanczos timing comparison for the
original three baselines.
Stable-ChebNet showed the same qualitative ranking: fixed power took 9.20 s per timed
cell, early power with a 10−7 residual gate took 0.612 s (15.0× faster), and Lanczos took
2.79 s (3.3× faster). The Stable-specific timing distribution is included here:

Figure 7. Stable-ChebNet fixed-power, early-stopped power, loose-threshold power, and
Lanczos timings. All nine cells matched the dense reference to numerical precision; the
looser 10−2 threshold stopped at the same ten-sweep checkpoint in this sample.

5. The best tested JVP-only method
5.1 Graph-smoothed full-space probes
The strict forward-only setting permits JVP applications of 𝐵𝐾 but no adjoint. In that set-
ting, forward 𝐵-power is not a valid replacement for singular-value iteration on general
nonnormal products: its direction is eigenvalue-driven and empirically stalled below the
top singular rate by gaps of 0.11–0.57 after 40 steps on these cells.
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The remaining tested lever is the probe distribution. We drew full-space probes using

𝑞 = (𝐼 + 𝑐𝐿)−1𝑧
‖(𝐼 + 𝑐𝐿)−1𝑧‖,

where 𝐿 is the normalized graph Laplacian and 𝑧 is Gaussian. For finite 𝑐, this remains a
full-support distribution and therefore preserves the same asymptotic target in principle; it
is a graph-informed importance distribution, not a projection.
On the same nine recent operators, 𝑐 = 1 smoothed probes dominated iid probes at every
recorded marker. At 𝑀 = 220:

Model iid gap Smoothed gap Median wall-clock at 220

GCN 0.313 0.166 8.7 / 9.8 s
ChebNet 0.292 0.154 15.0 / 16.2 s
Sheaf 0.086 0.045 280.5 / 280.9 s
Stable-ChebNet 0.157 0.109 37.5 / 40.0 s

The 𝑐-scan was performed on one homophilic operator per architecture, at 𝑀 = 214, and
is therefore a local sensitivity check rather than a universal tuning rule. Stable-ChebNet
was evaluated on the same cell:

𝑐 GCN ChebNet Sheaf Stable-ChebNet
0 (iid) 0.373 0.338 0.119 0.169

0.5 0.262 0.245 0.090 0.143
1 0.205 0.197 0.076 0.128
4 0.109 0.114 0.051 0.104

16 0.091 0.077 0.039 0.080

Figure 8. Gap versus cumulative wall-clock for iid and graph-smoothed forward-only probes.
Probe work is batched; the total wall-clock still grows with 𝑀 , especially for the deep sheaf.
The marginal batched probe costs were approximately 8 microseconds for GCN, 14 mi-
croseconds for ChebNet, and 0.25 milliseconds for sheaf in this CPU benchmark. The Stable-
ChebNet c-scan improved the homophilic 𝑀 = 214 gap monotonically from 0.169 at 𝑐 = 0
to 0.080 at 𝑐 = 16. Its full 220 replication reached 37.5 s (iid) or 40.0 s (smoothed), with
gaps 0.157 and 0.109 respectively; its forward-only 𝐵-power plateau gaps were 0.16–0.25.
The important limitation is that the gap decreases too slowly for this cost to buy a 0.01
estimate.

5.2 Very small probe counts
A follow-up measured 𝑀 ∈ {10, 32, 128, 512, 1024, 4096, 16384} with five independent
streams on one homophilic operator per architecture. The table reports the median gap
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across streams and, in parentheses, the best pooled gap among those five streams; the
pooled value is optimistic and should not be confused with a typical run.

Model,
smoothed
𝑐 = 16 𝑀 = 10 𝑀 = 210 𝑀 = 212 𝑀 = 214

GCN 0.30 (0.17) 0.15 (0.09) 0.12 (0.09) 0.09 (0.08)
ChebNet 0.28 (0.21) 0.13 (0.09) 0.11 (0.09) 0.09 (0.08)
Sheaf 0.09 (0.08) 0.045 (0.04) 0.042 (0.03) 0.039 (0.03)
Stable-
ChebNet

0.17 (0.14) 0.09 (0.08) 0.08 (0.08) 0.08 (0.08)

For comparison, the GCN iid median gaps were 0.61, 0.41, and 0.37 at 𝑀 = 10, 210, and
214 respectively. A frequency-adaptive reweighting of probes toward nodes used by the best
probes was also tested. It spent probes learning the reweighting and was worse than fixed
smoothing at every tested count; for example, GCN at 𝑀 = 10 was 0.37 adapted versus
0.17 for the pooled-best smoothed stream. Stable-ChebNet showed the same negative
result: at 𝑀 = 10, the pooled gaps were 0.20 for adapted versus 0.14 for fixed smoothed
probes, and at 𝑀 = 214 they were 0.078 versus 0.074. Fixed graph smoothing is therefore
the best JVP-only distribution tested here, not a proof of a universal optimum.

5.3 The practical JVP-only conclusion
The forward-only result is deliberately modest:

• graph-smoothed probes are a real, reproducible improvement over iid probes on these
synthetic operators;

• ten probes can give a useful coarse lower bound, especially for the sheaf baseline, but
not a tight top-rate estimate;

• at 𝑀 = 210, the best tested pooled gaps remain about 0.04–0.09 for the displayed
operators;

• the fitted double-log behavior means that a 0.01 target is not feasible in this study by
forward-only probing alone.

This should be reported as a lower-bound screening method. If the scientific question
requires a tight top singular rate, the correct escape is an adjoint-enabled method, not more
confidence in a large finite-𝑀 maximum.

6. What the exact rates reveal about these models
6.1 Rate distributions
The histogram diagnostic loads checkpoints and never trains. It draws the same 900
graph/signal pairs per trained checkpoint: 300 per family. The exact reverse-mode dense
Jacobian/SVD rates have means:

System Mean Median
Standard
deviation Homophilic Heterophilic Barbell

GCN 0.804 0.793 0.068 0.792 0.825 0.796
ChebNet 1.024 1.028 0.076 0.996 1.091 0.984
Stable-
ChebNet

0.281 0.285 0.124 0.224 0.368 0.250

Sheaf 0.514 0.517 0.026 0.506 0.528 0.507
Heat
diffusion

approximately
0

approximately
0

approximately
10−17

approximately
0

approximately
0

approximately
0
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Figure 9. Exact finite-depth top-rate distributions for one trained checkpoint per GNN,
Stable-ChebNet, and the heat control. These are descriptive draws, not population-level
architecture claims.

Figure 9a. Replay of the 120-epoch full-batch training losses for the four synthetic GNN
checkpoints used in the Section 6.1 histogram comparison. The replay uses the docu-
mented seed 11, hidden width 12, learning rate 0.003, weight decay and graph generator.
The replay was checked directly against the old checkpoints. Final mean training losses
matched to 8.7 × 10−19 (GCN), 1.1 × 10−18 (ChebNet), 1.2 × 10−18 (sheaf), and exactly to
float64 precision for Stable-ChebNet; validation accuracies also matched exactly (0.9861,
0.9861, 0.9861, and 1.0000). Thus Figure 9a is a faithful deterministic replay of the original
training protocol, not merely a qualitatively similar curve. The comparison manifest is in
evidence/2026-10-08-loss-replay-comparison/.
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ChebNet has the largest mean top rate, followed by GCN and the sheaf baseline. The
distributions are narrow on these synthetic draws, but one checkpoint per architecture is
not enough to establish a general architecture ordering. Heat diffusion provides a non-
expanding control: with the symmetric normalized Laplacian, the preserved mode is a nor-
malized harmonic mode, not necessarily the raw constant vector; the remaining modes
contract.

6.2 Leading singular modes
The exact diagnostic also computed the leading 25 singular values per draw. The following
table uses modes 1, 13, and 25 for GNNs and modes 1, 2, and 3 for heat:

System Mode 1 Mode 13 / 2 Mode 25 / 3 Interpretation
GCN 0.804 -0.733 -1.473 Growth

concentrated
in a few
directions

ChebNet 1.024 0.389 0.248 Positive
mean
persists
through
reported
mode 25

Stable-
ChebNet

0.281 -0.028 -0.156 Smooth
decay after
the leading
mode

Sheaf 0.514 0.125 0.040 Gradual
spectral
decay

Heat approximately 0 -0.072 -0.155 Harmonic
mode
preserved;
other modes
contract

14



Figure 10. These are singular-mode rates, not eigenvalue rates. “Positive through mode
25” refers to the reported mean, not every individual draw.
A positive global top rate is compatible with contraction of most directions. It also says noth-
ing by itself about individual source-to-target Jacobian blocks, delocalization, oversquash-
ing, or classification performance. Those require separate observables.
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6.3 Expected empirical singular-value measures
For each sampled pair, let 𝑠1 ≥ ⋯ ≥ 𝑠𝑑 ≥ 0 be the singular values of the complete hidden-
state product 𝐵𝐾. We define the empirical measure 𝜇𝐺,𝑥 = 𝑑−1 ∑𝑖 𝛿𝑠𝑖

and average these
measures over graph–signal pairs. The primary plotted representations are the expected
CDF of the per-depth log singular values, ̄𝐹 (𝑡) = 𝔼[𝑑−1#{𝑖 ∶ 𝐾−1 log 𝑠𝑖 ≤ 𝑡}], and the
corresponding continuous PDF over finite rates. This gives each pair equal weight, retains
zero modes, and is distinct from both the spectrum of 𝔼[𝐵𝐾] and the expected top singular
value.
The new run used the explicit reverse-mode dense Jacobian of the complete composition
followed by a full SVD, with no projections. It evaluated 16 training graphs, 6 validation
graphs and 36 held-out test graphs for each GNN checkpoint, plus the same graph distribu-
tions for single-channel heat diffusion. The independent JVP-product check on the first cell
had maximum absolute discrepancy 2.2 × 10−16. The heat Jacobian is graph-only, so its
signal draw is immaterial.

System
Training top-rate

mean

Test top-rate
means

(hom./het./barbell)

Training zero-
singular-value

mass
Training median

finite log-rate
GCN 0.777 0.768 / 0.782 /

0.805
2.43% -11.98

ChebNet 0.987 1.014 / 1.073 /
0.987

0.61% -0.59

Stable-
ChebNet

0.136 0.258 / 0.333 /
0.310

0% -0.76

Sheaf 0.505 0.502 / 0.514 /
0.512

0.56% -0.35

Heat
diffusion

approximately 0 approximately 0
/ 0 / 0

0% -0.33

The extreme negative GCN median reflects its rapidly collapsing tail and near-zero singular
values; it should not be read as a mean sensitivity of the model. The CDFs make the
more robust statement visible: all systems have a small leading expanding or preserved
mode, but the bulk contracts, with the GCN tail most sharply separated from its top mode.
ChebNet retains the broadest relatively positive spectrum among the learned models in
this pilot. These are checkpoint- and distribution-specific summaries, not architecture-wide
claims.
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Figure 11. Expected CDFs of per-depth log singular values for the complete depth-𝐾 Jaco-
bian. Each curve averages per-example empirical CDFs; the training panel is included for
every architecture, and the remaining panels show held-out distributions.

Figure 12. PDF component of the expected empirical per-depth log-singular-value measure
on a linear density axis. Curves are normalized by each pair’s full tangent dimension and
averaged across pairs; the continuous density is shown over the central finite-rate range,
while zero singular values appear as annotated atoms at −∞.
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Figure 13. The same expected empirical log-singular-value PDF component on a logarithmic
density axis, making low-density spectral tails visible.

Figure 14. Expected empirical log-singular-value density on a linear y-axis with a fixed
𝜆 ∈ [−10, 2] window. The full tangent-space normalization is retained, so mass outside
the window and the −∞ atom are omitted from the displayed density.
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Figure 15. Heat-diffusion expected empirical density zoomed to 𝜆 ∈ [−1, 0] on a linear
y-axis. The five panels are the training, validation, and three test distributions; only heat
diffusion is plotted.

Figure 16. Expected empirical log-singular-value PDFs on the training distribution using
4,096 independent graph–signal pairs per system, one panel per architecture/dynamical
system. The fixed 𝜆 ∈ [−10, 2] window and linear y-axis match Figure 14; each curve
retains full tangent-space normalization.
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Figure 17. Expected empirical log-singular-value PDFs on the same training distribution
using 1024 distinct IID graph–signal pairs per system. The wider fixed 𝜆 ∈ [−100, 2] win-
dow exposes the far contracting tails while retaining a linear y-axis and full tangent-space
normalization.

Figure 17a. Expected empirical densities of the unnormalized log singular values, log 𝑠
rather than 𝐾−1 log 𝑠, for GCN, ChebNet and sheaf on the same 1024 training-distribution
pairs. The single panel uses a logarithmic density axis and the requested [−200, 0] window;
mass above 0, below -200, and zero-singular-value atoms is omitted and quantified in the
evidence summary.
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Figure 17b. Expected empirical densities of the raw singular values for GCN, ChebNet
and sheaf. This computation uses the stored SVD singular values directly, never applies a
logarithm, displays only 𝑥 ∈ [0, 50], and uses a logarithmic y-axis. The full raw maximum
is 244.5244; the omitted tail remains in the full-space normalization.

Figure 17c. Figure-17-style expected empirical per-depth log-singular-value densities from
16 training-distribution pairs per system, where each dense SVD is recomputed at 100
decimal digits in mpmath. The model Jacobians themselves are float64; this is a high-
precision SVD control, not a 100-digit retraining or autodiff computation.
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6.3.1 Numerical stability audit of near-zero singular values

The precision control shows that the numerical problem is concentrated in the contracting
tail, not in the leading-rank ordering. On the same 16 samples, the mean rank-order mis-
match was zero for all three architectures. Away from the near-zero tail, ChebNet and sheaf
agree to approximately machine precision; however, float64 exact-zero detection and the
most negative log rates are not reliable. The comparison below reports errors only where
both rate values are finite; the large p99 values quantify the tail instability rather than a
broad shift of the spectrum.

System
finite rate

pairs
median

|Δ𝜆| p99 |Δ𝜆|
float64

zero mass
100-digit

zero mass

mass
𝑠 ≤ 10−15
(float64 /
100-digit)

GCN 97.61% 65.53 536.11 2.21% 2.39% 57.64% /
58.51%

ChebNet 99.22% 3.33 ×
10−16

273.31 0.56% 0.78% 37.24% /
41.58%

Sheaf 99.18% 1.75 ×
10−15

39.25 0.56% 0.82% 24.70% /
34.11%

The GCN median is itself dominated by rank entries whose singular values are extremely
small; it should not be interpreted as a typical error for the expanding or moderately con-
tracting spectrum. Four GCN, five ChebNet and six sheaf entries were classified as positive
by float64 but zero by the 100-digit SVD, while no entries were classified as float64 zero
but 100-digit positive in this sample. Thus the bulk and rank ordering are stable, but the
expected empirical densities in the far-left tail, the reported −∞ atom and any thresholded
zero-mass statistic are precision-dependent. The full 1,024-sample figures should therefore
be read as reliable over their resolved central/leading range, not as quantitatively resolved
estimates of the deepest contracting tail.

Figure 17d. Float64 and 100-digit-SVD expected empirical log-rate densities on the same
16 samples, shown on a logarithmic density axis to expose tail differences.
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Figure 17e. Rank-wise numerical sensitivity: rate discrepancy, float64 exact-zero frequency
and log10 singular-value discrepancy. The rank ordering itself remained unchanged, but the
smallest singular values are numerically unstable.
The two new training-distribution plots deliberately use the 1,024 independently gener-
ated homophilic pairs but different observables. Figure 17a uses log 𝑠 with no 1/𝐾 factor
and a logarithmic density axis; within the requested [−200, 0] window, the retained em-
pirical mass is 92.88% (GCN), 72.21% (ChebNet), and 78.84% (sheaf), with the remainder
above/below the window or at zero singular values. Figure 17b uses the raw positive and
zero singular values from a newly recomputed dense SVD archive; no logarithm is taken
anywhere in that branch. The common maximum raw singular value is 244.5244; the dis-
played [0, 50]window contains 100.0% of GCNmass, 100.0% of ChebNet mass, and 98.89%
of sheaf mass before the plotted y-axis truncation. A separate 16-sample precision-control
run completed in 1,257 seconds; mean arbitrary-precision SVD times were 16.6 s (GCN),
18.6 s (ChebNet), 22.4 s (Stable-ChebNet), 20.4 s (sheaf), and 0.03 s (heat).

Figure 18. Full and all-twelve-channel-grouped expected empirical densities for GCN, Cheb-
Net, Stable-ChebNet, and sheaf. The solid black curve is the full spectrum; the twelve
colored curves cycle through a rainbow palette for ranks 1–12, 13–24, …, and 133–144.
Every curve uses 1/(𝑁𝐶) normalization, so each grouped measure has mass 1/𝑁 before
truncation.
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Figure 18a. Conditional analogue of Figure 18 on one fixed homophilic contextual-SBM
graph (graph seed 101), averaging 1,024 independent signal-noise realizations. The graph
and signals use the original training law; only the feature noise is resampled, while the
topology and class assignment remain fixed. Rank groups are formed separately for each
signal and normalized by 1/(𝑁𝐶).

Figure 18d. The fixed graph used for Figure 18a. Node colors show the fixed two-class
assignment; the edge-list checksum and generator parameters are recorded in the accom-
panying evidence manifest.
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Figure 18b. Histograms of the rank-wise variance of per-depth log singular values across
the 1,024 fixed-graph signal realizations, one panel per architecture. Each bar is one of the
144 descending singular-value ranks; zero-singular-value occurrences are excluded from
the per-rank variance and their finite fractions are recorded in the evidence summary.

Figure 18c. A single rank-indexed violin plot for all 144 fixed-graph singular-value ranks,
showing the distributions of per-depth log singular values over signals for GCN, ChebNet,
Stable-ChebNet and sheaf. The side-by-side colors identify architectures; nonfinite −∞
values are omitted from violin bodies rather than silently treated as finite.
For the fixed graph, the median rank variance is 4.481 for GCN, 0.225 for ChebNet, 0.0168
for Stable-ChebNet, and 0.00185 for sheaf; the corresponding maxima are 1386.0, 195.1,
0.0889, and 4.912. These are variances of the per-depth log rates across signals, so they
quantify rank-wise signal sensitivity rather than a variance pooled over all ranks. The finite
fractions used in Figure 18c are 97.48%, 99.35%, 100%, and 99.47% in the same architec-
ture order.
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Figure 19. Expected empirical log-singular-value PDFs for four separate random, untrained
initializations of each GCN, ChebNet, Stable-ChebNet, and sheaf architecture. Each panel
averages 1,024 graph–signal pairs; the four initializations are shown separately rather than
averaged, on the fixed linear 𝜆 ∈ [−100, 100] window. Parameters were initialized by call-
ing torch.manual_seed(seed) immediately before constructing eachmodel with PyTorch’s
default module initializers (seeds 11, 29, 47, 71), then switching to evaluation mode with-
out any optimizer or training updates. The legend reports the expected probability mass
covered by the finite window; heat diffusion is excluded.
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Figure 20. Mean within-example spectral quantile profiles. These curves complement the
expected CDFs and PDFs and show how the bulk, not only the top mode, changes across
systems and graph families.
The expected measure can also be divided by the sign of its finite log-rates. The table
reports positive/negative mass; exact zero-rate mass and the separate −∞ atom from
zero singular values are not included in these two columns and are shown in Figure 21.

Distribution GCN ChebNet
Stable-

ChebNet Sheaf Heat
Training 2.0% / 95.5% 27.5% /

71.9%
3.0% / 97.0% 20.8% /

78.6%
0% / 91.1%

Validation 1.9% / 95.8% 26.4% /
72.9%

2.1% / 97.9% 19.2% /
80.3%

0% / 91.7%

Test: ho-
mophilic

1.9% / 95.7% 27.5% /
71.9%

5.8% / 94.2% 20.1% /
79.3%

0% / 91.0%

Test: het-
erophilic

2.4% / 96.8% 32.7% /
67.1%

14.5% /
85.5%

22.6% /
77.4%

0% / 91.7%

Test:
barbell

2.1% / 95.8% 27.1% /
72.4%

5.4% / 94.6% 20.6% /
78.9%

0% / 93.3%
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Figure 21. Expected empirical-measure mass by sign for every architecture and distribution.
Labels show positive/negative finite-rate mass; the stacked bars additionally show exact
zero-rate mass and the −∞ zero-singular-value atom.

6.3.2 A real-world graph distribution: MUTAG

To test whether the spectral picture survives outside the contextual-SBM generator, I used
MUTAG, a popular TU Dortmund molecular graph-classification benchmark. The dataset
contains 188 molecular graphs with binary mutagenicity labels, 10–28 nodes per graph
in this parsed release, and six one-hot atom-type features. I used a stratified 132/28/28
train/validation/test split with split seed 2027. Each model was trained as a graph classi-
fier using mean pooling of its final hidden state followed by a linear readout; that readout
is excluded from all Jacobians. The spectral observable remains the complete unprojected
hidden product ℎ0 → ℎ𝐾. The four architectures used hidden width 12, with depths/orders
GCN (3), ChebNet (3, 3), Stable-ChebNet (6, 4, 𝜖 = 0.7, 𝛾 = 0.01) and sheaf (8, 𝜏 = 0.35).
I compared learning rates 10−3 and 3 × 10−3 and retained the validation winner. Valida-
tion/test accuracies were 0.786/0.643 (GCN), 0.821/0.750 (ChebNet), 0.786/0.821 (Stable-
ChebNet), and 0.786/0.714 (sheaf). Loss histories, checkpoint hashes, raw graph rows, the
downloaded archive hash, split IDs and all estimator checks are in evidence/2026-10-04-
mutag-realworld-spectral/ and results/2026-10-04-mutag-realworld-spectral/.
The following figures reproduce themain spectral diagnostics onMUTAG. The expected PDFs
use per-example full-tangent normalization, so larger molecular graphs do not receive ex-
tra weight. The fixed [−100, 2] window covered at least 97.7% of all rates for the broad
GCN rows and at least 99.5% for the other systems; the legends report finite-window cov-
erage and the separate −∞ atom. The plotted range was retained because it exposes the
contracting tail and contains the observed top rates.
Because the first MUTAG checkpoints had not fully converged, I then resumed each selected
checkpoint for 400 additional epochs at learning rate 3 × 10−4, restoring the best valida-
tion state observed during continuation. The resulting validation/test accuracies were GCN
0.821/0.714, ChebNet 0.857/0.750, Stable-ChebNet 0.821/0.821, and sheaf 0.821/0.714
(initial validation accuracies were 0.786, 0.821, 0.786, and 0.786, respectively). The con-
tinuation spectra use the same 132/28/28 split, 128 examples per split for full spectra, 64
training graphs for random-initialization controls, and 256 fixed-graph signals. The grouped
fixed-graph plot now uses six highly separated colors cycled by channel-rank group; its full
evidence, loss histories, checkpoint hashes, and validation histories are in evidence/2026-
10-05-continued-training-spectral/.
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Figure 22. MUTAG top finite-depth rates, analogous to Figure 9. Histograms are split by
train, validation, test and all graph distributions for the four trained GNNs.

Figure 23. MUTAG leading singular-mode rates, analogous to Figure 10. Solid, dashed and
dotted curves show mean modes 1, 13 and 25 across the three splits.
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Figure 24. MUTAG split-wise expected empirical log-singular-value PDFs over a data-derived
broad central finite-rate range, analogous to Figure 12. Each panel compares all four trained
architectures and annotates finite-window and atom mass.

Figure 25. MUTAG split-wise expected PDFs on the fixed [−100, 2] window, analogous to
Figure 14. The normalization retains mass outside the window and the−∞ atom as omitted
mass rather than renormalizing the displayed curves.
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Figure 26. MUTAG training-distribution expected PDFs for the four trained GNNs, analogous
to Figure 16.

Figure 27. MUTAG expected empirical spectral mass by sign, analogous to Figure 21. Posi-
tive, exact-zero, negative and−∞ atommasses are averaged per graph rather than pooled
by node count.
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Figure 28. MUTAG untrained random-initialization expected PDFs, analogous to Figure 19.
Each architecture has four separate initialization panels (seeds 11, 29, 47 and 71), each
based on a reproducible random 64-graph subsample of the training distribution rather than
the 1,024-pair synthetic reference.
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Figure 29. MUTAG fixed-graph conditional channel-grouped expected measures after con-
tinuation. One training graph is held fixed while 256 independent feature-noise signals
are sampled; the number of channel-sized rank groups is determined by that graph’s node
count. The grouped curves use six highly separated colors cycled by rank group.

Figure 30. MUTAG graph-classification loss curves for the original selected checkpoints.
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Figure 31. MUTAG expected empirical log-singular-value PDFs after continuation, on the
fixed [−100, 2] window. Each panel shows the best-validation continuation checkpoint for
one architecture and retains full tangent-space normalization.

Figure 32. MUTAG random-initialization control PDFs regenerated alongside the continued
checkpoints. The same architecture-specific initialization seeds and sampled training-graph
distribution are used for comparison.
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Figure 33. MUTAG continuation loss curves for GCN, ChebNet, Stable-ChebNet, and sheaf.
The reported accuracies use the best validation state, not necessarily the final epoch.

7. Pierre’s projected observable
Pierre’s literal projected cocycle initializes probes in the node-mean-zero subspace and ap-
plies

𝐵𝑃
𝐾 = 𝑃𝐽𝐾−1𝑃𝐽𝐾−2 ⋯ 𝑃𝐽0∣

1⟂
𝑁

, 𝑃 𝑧 = 𝑧 − 1
𝑁 11⊤𝑧

after every layer. This can be a meaningful transverse observable, but

𝐵𝑃
𝐾 ≠ 𝐵𝐾

in general. For normalized graph Laplacians the natural harmonic vector is degree-
weighted, and for sheaves the harmonic space depends on the learned restriction maps;
the literal node-mean prescription is a deliberate choice, not an invariant-subspace
theorem.
The matched projected calibration used 54 cells per estimator family, 12 nested streams
through 𝑀 = 1024, and projected dense references. Mean exact rates were:

Model Full-space 𝐵𝐾 Projected 𝐵𝑃
𝐾 Difference

GCN 0.674 0.344 -0.330
Sheaf 0.523 0.427 -0.096
ChebNet 1.112 0.844 -0.268
Stable-ChebNet 0.260 0.170 -0.090
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Figure 34. Projection lowers the measured top rate on these matched cells, but the pro-
jected quantity remains positive on average. The comparison is between two estimands,
not two implementations of one estimator.
At 𝑀 = 1024, projected probes also missed their exact target. Their finite-𝑀 averages
were GCN -0.038, sheaf 0.324, ChebNet 0.517, and Stable-ChebNet -0.022, versus their
full-space values 0.280, 0.414, 0.759, and 0.260 respectively. These are lower bounds,
not substitutes for the projected dense reference; the Stable-ChebNet projected calibra-
tion is tracked separately under 2026-09-29-pierre-estimator-calibration-stable-
chebnet.
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8. Recommended protocol

Situation Recommended estimator
Acceptance rule and
reporting

Tiny calibration system Dense reverse-mode
Jacobian/SVD,
independently checked
against JVP product

Report 𝐷, product
discrepancy, singular
spectrum, state boundary
and precision

Tight finite-depth top rate
with VJPs

Multi-start power on 𝐵∗
𝐾𝐵𝐾

with residual checks; use
Lanczos if convergence is
slow

Report each start, residual,
iterations, JVP/VJP counts,
accepted estimate and
exact-SVD comparison
where available

JVP-only screening Batched full-space
graph-smoothed multiprobe

Report distribution, 𝑐, 𝑀 ,
independent streams,
wall-clock, and the
nonnegative gap
interpretation; never call it
an exact exponent

Unknown or large system Calibrate on a smaller
matched instance first

Do not transfer a probe
count or residual threshold
without evidence

Long stationary/extendable
cocycle

QR/Benettin or another
asymptotic-spectrum
method

State the
stationarity/extendability
assumptions; do not identify
a finite-network top singular
rate with the asymptotic
exponent

Oversmoothing/oversquashing
question

Separate transverse,
blockwise, or
source-to-target
observables

Global 𝜎1(𝐵𝐾) is
insufficient

The operational defaults are therefore: dense reference when feasible; residual-checked
matrix-free power/Lanczos when adjoints exist; graph-smoothed multiprobe as a JVP-only
lower-bound screen. No projection 𝑃 is inserted into the primary target.

9. Limitations and next experiments
• The graphs are small synthetic graphs selected for exact calibration. The recent nine-
operator follow-ups and the 𝑐-scan are narrower than the broad calibration and do not
establish a universal probe distribution or probe count.

• The sheaf model is a diagnostic implementation, not a claim to reproduce every Neural
Sheaf Diffusion variant. The state-dependent-𝜇 architecture remains underspecified
in notes/state-dependent-mu-diffusion-GNN.md and is not silently treated as im-
plemented.

• Stable-ChebNet is implemented from Hariri et al.’s published layer equations and
checked against the paper’s qualitative stability mechanism, but this study uses one
small synthetic task, one fixed hyperparameter setting, and one downstream check-
point for most distributional evaluations; it is not a full reproduction of the paper’s
long-range benchmark.

• Histograms use one trained checkpoint per model. Their model ordering and narrow-
ness are descriptive for these draws, not architecture-level conclusions.

• Each recent (𝐺, 𝑥) study varies graph and feature signal jointly. It does not estimate
input-only variability on a fixed graph.
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• The fitted 𝐴 − 𝐵 log2 log2 𝑀 curves are extrapolations beyond the measured range.
They motivate caution but are not universal lower bounds.

• A positive global top rate does not prove long-range communication, delocalization,
or absence of oversquashing. Future work should measure source-to-target Jacobian
blocks, mode localization, and task-relevant subspaces separately.

• The MUTAG study is one small real-world graph-classification benchmark with one fixed
split and one checkpoint per architecture; it demonstrates portability of the protocol,
not architecture-wide generalization.

• The MNIST and HIGGS studies use bounded computational subsets and float32 thresh-
olded zero-mode handling; they are diagnostics of the specified checkpoints, not full-
dataset training claims.

• The next computational scale-up should keep the exact-SVD calibration suite, then
test residual-gated power/Lanczos and forward-only graph-smoothed probes on larger
graphs, real datasets, more checkpoints, and explicitly specified adaptive-geometry
models.

10. Evidence map and reproducibility
Tracked evidence is under evidence/<run-id>/; raw outputs remain under ignored
results/<run-id>/ on the cluster. The most relevant artifacts are:

• 2026-09-24-probe-calibration-v2: broad 𝑀 ≤ 1024 calibration and exact refer-
ences, Slurm 22351.

• 2026-09-24-estimator-wall-clock: dense/probe/fixed-power timing, Slurm 22388.
• 2026-09-24-lyapunov-histogram-comparison: exact 900-draw model/heat his-
tograms and leading singular modes, Slurm 22400/22406 and curation 22402/22407.

• 2026-09-24-pierre-estimator-calibration: matched projected/unprojected
study, Slurm 22377/22380.

• 2026-09-26-probe-convergence-2p20: iid stream through 220, Slurm 22803.
• 2026-09-26-power-speedup: early stopping and Lanczos, Slurm 22796/22803.
• 2026-09-27-probe-vs-adaptive: random versus adjoint-enabled refinement, Slurm
22828.

• 2026-09-27-forward-only-pareto: iid versus graph-smoothed JVP-only probes,
Slurm 22846.

• 2026-09-27-forward-adapted: small-𝑀 and frequency-adaptive negative result,
Slurm 22855.

• 2026-09-28-expected-singular-measures: complete reverse-mode spectra on 232
training/validation/test graph–signal pairs for GCN, ChebNet, sheaf and heat, Slurm
22886.

• 2026-09-29-stable-chebnet-calibration: broad Stable-ChebNet calibration on
two seeds and three graph families, Slurm 22896.

• 2026-09-29-expected-singular-measures-stable-chebnet: complete Stable-
ChebNet spectra alongside the prior systems, Slurm 22898.

• 2026-09-29-lyapunov-histogram-stable-chebnet and 2026-09-29-lyapunov-
histogram-comparison-stable: 900-draw Stable-ChebNet histogram and five-
system comparison, Slurm 22899/22904.

• 2026-09-29-probe-convergence-stable-chebnet: Stable-ChebNet iid probes
through 220, Slurm 22900.

• 2026-09-29-estimator-wall-clock-stable-chebnet and 2026-09-29-power-
speedup-stable-chebnet: Stable-ChebNet estimator timings and matrix-free
speedups, Slurm 22902/22901.

• 2026-09-29-smooth-c-sweep-stable-chebnet: Stable-ChebNet graph-smoothing c-
scan at 𝑀 = 214, Slurm 22920.

• 2026-09-29-pierre-estimator-calibration-stable-chebnet: Stable-ChebNet’s
separate projected-cocycle calibration, Slurm 22925.

• 2026-10-04-fixed-graph-grouped-channel-spectral-measures: fixed-graph con-
ditional grouped spectra and graph artifact, Slurm 23008.
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• 2026-10-04-mutag-realworld-spectral: MUTAG training, split-wise spectra,
random-init controls, fixed-graph grouped spectra and loss curves, Slurm 23009.

• 2026-10-04-non-gnn-spectral: MNIST CNN and UCI HIGGS MLP training/spectral ap-
pendix, Slurm 23012.

• 2026-10-05-continued-training-spectral: 400-epoch MUTAG continuation, 40-
epoch HIGGS continuation, continued MUTAG spectra/random controls/fixed-graph
groups/losses, Slurm 23019.

• 2026-10-05-mnist-continuation-spectral: 20-epoch MNIST continuation, contin-
ued/random spectra and loss, Slurm 23023.

• 2026-10-06-raw-singular-training-1024 and 2026-10-06-spectral-followups:
raw dense SVD singular-value arrays for 3 GNNs, unnormalized-log/raw-singular-value
training plots, fixed-graph rank-variance histograms, rank-indexed violins, and syn-
thetic GNN loss replay, Slurm 23031/23033.

• 2026-10-07-high-precision-singular-measures: 16-sample Figure-17-style
control with 100-digit mpmath SVDs applied to float64 dense Jacobians, Slurm 23040.

• 2026-10-08-loss-replay-comparison: direct original-checkpoint versus deterministic-
replay loss/accuracy comparison for the four synthetic GNNs, Slurm 23055.

• 2026-10-09-numerical-spectrum-analysis: float64 versus 100-digit-SVD tail, zero-
mass and rank-stability audit for GCN, ChebNet and sheaf, Slurm 23065.

All experimental conclusions in this report point to tracked figures/tables and manifests.
The complete command lines, commits, lockfile hash, Python/PyTorch versions, seeds,
checkpoint paths, reference tolerances, failure modes, and Slurm logs are recorded in
RESEARCH_LOG.md.
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Appendix A. Other neural architectures
The continuation study reports classification accuracy explicitly because the spectral figures
are checkpoint-dependent. The values below are validation accuracies unless marked test;
MUTAG test values are evaluated on the held-out molecular graphs.

Model and checkpoint Validation accuracy Test accuracy
MUTAG GCN, original /
continued

0.786 / 0.821 0.643 / 0.714

MUTAG ChebNet,
original / continued

0.821 / 0.857 0.750 / 0.750

MUTAG
Stable-ChebNet,
original / continued

0.786 / 0.821 0.821 / 0.821

MUTAG sheaf, original /
continued

0.786 / 0.821 0.714 / 0.714

MNIST CNN, original /
continued

0.9205 / 0.9410 not used

UCI HIGGS MLP,
original / continued

0.7159 / 0.7185 not used

A.1 CNN on MNIST
I trained a small convolutional classifier on MNIST after bilinear preprocessing from 28×28
to 14 × 14. The model uses one encoder convolution from one input channel to four chan-
nels, three same-width 4 → 4 hidden convolutions with ReLU, and a linear ten-class read-
out. There are no pooling layers; the spatial dimension and channel count are unchanged
throughout the hidden stack and the readout consumes the flattened final state. The spec-
trum is computed for the complete three-layer hidden product after the encoder, not for the
classifier readout. A random-initialization checkpoint and the final trained checkpoint are
evaluated on a seeded training-subset sample. The figure has a linear-𝑥 and a symmetric-
log-𝑥 panel for each checkpoint; the symmetric-log view is used because signed log-singular
rates cannot be shown on an ordinary positive-only logarithmic axis. The reported plot-
ting window is chosen from the observed finite spectrum to cover at least 99% of each
checkpoint’s finite mass and the complete observed top tail; the −∞ atom is annotated
separately.
The initial MNIST checkpoint reached validation accuracy 0.9205. I resumed it for 20 ad-
ditional epochs at learning rate 5 × 10−4 and restored the best continuation state, which
reached validation accuracy 0.9410. The continuation run again evaluates the random
initial checkpoint and the continued/best-validation checkpoint on 128 sampled training
images; its exact spectrum checks and coverage are recorded in evidence/2026-10-05-
mnist-continuation-spectral/.
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Figure 35. MNIST CNN expected empirical log-singular-value densities after continued train-
ing. The top row is the random initialization and the bottom row is the continued/best-
validation checkpoint; columns show linear and symmetric-log horizontal axes. The contin-
ued checkpoint reaches validation accuracy 0.9410.

Figure 36. MNIST CNN continuation loss. The initial and continued validation accuracies,
exact JVP/reverse-mode agreement, source-state hashes, and sampled-image provenance
are recorded in the continuation evidence summary.

A.2 Four-hidden-layer MLP on UCI HIGGS
For HIGGS I used the UCI HIGGS.csv.gz archive, standardized the 28 physics features using
the training subset only, and retained the first configured 100,000 rows for a reproducible
resource-bounded experiment. The classifier has a 28-dimensional encoder, four succes-
sive 300-unit ReLU hidden layers, and a two-class readout. The spectrum is the complete
four-transition hidden product after the encoder; the encoder and readout are excluded. As
with MNIST, the top row of the 2x2 density figure is the random initialization and the bot-
tom row is the final trained checkpoint, with linear and symmetric-log horizontal axes. Full
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archive and artifact hashes, row counts, loss history, checkpoint states and finite-window
coverage are recorded in the evidence manifest. This is a deliberately bounded HIGGS
subset, not a claim to have trained on all 11 million events.
The initial HIGGS checkpoint reached validation accuracy 0.7159. I resumed it for 40 ad-
ditional epochs at learning rate 5 × 10−4 and selected the best validation state, which
reached 0.7185. This remains a modest improvement on the bounded 100,000-row study,
so the spectral comparison should not be overinterpreted as a fully converged large-scale
HIGGS result.

Figure 37. UCI HIGGS four-hidden-layer 300-unit MLP expected empirical log-singular-value
densities after continuation, with random and continued/best-validation checkpoints in the
top and bottom rows and linear/symmetric-log horizontal axes in the columns. The contin-
ued checkpoint reaches validation accuracy 0.7185.

Figure 38. UCI HIGGS MLP continuation loss. The bounded subset, initial/continued vali-
dation accuracies, random sampling seed, checkpoint hashes, and finite-window coverage
are recorded in the evidence manifest.
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